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A quantum oracle is a reversible quantum subroutine that implements a classical Boolean function within a quantum
algorithm. Classical synthesis methods for quantum oracles typically involve two steps: reversible logic synthesis and
quantum compilation. In the reversible logic synthesis phase, producing a compact reversible circuit is crucial to minimizing
the quantum cost of the final quantum circuit. In this paper, we investigate Boolean functions that simultaneously exhibit two
distinct XOR-based regularities: autosymmetry and D-reducibility. These regularities can be effectively utilized for efficient
reversible circuit synthesis of Boolean functions. In particular, we propose and implement a new method for the quantum
synthesis of autosymmetric and D-reducible Boolean functions. The experimental results demonstrate the effectiveness of
our approach on the considered benchmarks, showing reductions in T-count and CNOT-count after Clifford+T quantum
compilation.

CCS Concepts: » Theory of computation — Quantum computation theory; - Hardware — Reversible logic; - Computing
methodologies — Symbolic and algebraic manipulation.
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1 Introduction

In the last few years, technological enhancements in quantum architectures have led to renewed and growing
interest in quantum computing, as well as the design of new secure cryptographic protocols. Consequently,
research in quantum logic synthesis has also attracted considerable attention. In fact, many quantum algorithms,
including Grover’s search algorithm, usually require one to compute oracles [32], i.e., subroutines given as
classical logic functions.

Standard approaches to synthesizing quantum oracles typically consist of two fundamental steps: reversible
logic synthesis and quantum compilation. Since the evolution of quantum systems is governed by reversible
unitary operators, classical logic functions must first be synthesized into reversible circuits. These circuits are
then converted into quantum circuits by decomposing the reversible gates into sequences of basic quantum gates
using a predefined gate library. These two steps should aim to reduce the total number of gates in the quantum
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circuits that will be executed. In recent times, several new approaches for reversible circuit synthesis and quantum
compilation have been proposed in the literature. One such method explores various structural regularities of
Boolean functions to synthesize compact quantum circuits, such as autosymmetry [3] and D-reducibility [8],
which are based on the notion of affine spaces and expressed using the XOR operator. A study detailed in the
literature [5] investigates the multiplicative complexity of autosymmetric and D-reducible functions. Furthermore,
the experimental results indicate that approximately 9% of these regular functions exhibit both autosymmetry
and D-reducibility.

In this paper, we propose and implement a strategy for the quantum synthesis of Boolean functions that exhibit
both autosymmetry and D-reducibility. These functions are defined by their minterms being confined to an affine
subspace smaller than the whole Boolean cube and expressed using the XOR operator [3, 6, 23]. These functions
are prevalent in classical benchmarks; for instance, approximately 24% of the functions in the classical ESPRESSO
benchmark suite [47] exhibit at least one autosymmetric output, and 70% exhibit a D-reducible output. Efficiently
decomposing these regular functions in polynomial time makes them attractive targets for quantum synthesis,
allowing for the development of circuits that are not only compact but also easier to implement.

In addition to the classical Espresso and LGSynth’89 suites, we also considered the more recent EPFL benchmark
suite [1]. For this suite, the autosymmetry and D-reducibility tests were run with a timeout of 5 seconds per
output. Of the outputs for which these tests completed within the timeout, 395, corresponding to approximately
18%, were found to satisfy both properties. The EPFL experiments reported in Section 4 are therefore performed
on this subset.

In general, we expect structural regularities to occur more frequently in arithmetic functions, which arise
in the implementation of arithmetic quantum oracles. Indeed, arithmetic circuits typically exhibit a significant
amount of regularity, making them suitable targets for decomposition techniques based on autosymmetry and
D-reducibility. In contrast, we expect such regularities to be much less common in the cryptographic components
of quantum circuits, such as the S-boxes of symmetric ciphers and cryptographic hash functions. More specifically,
while the linear layers of these constructions may still exhibit exploitable regular structures, their nonlinear
cryptographic components are intentionally designed to behave as pseudorandom Boolean functions and, by
definition, should not exhibit significant structural regularities. On the other hand, the study of quantum synthesis
techniques for Boolean functions remains important regardless of the application setting. Boolean functions
constitute fundamental building blocks of quantum oracles used in many quantum algorithms. For instance,
in Grover’s search algorithm; the oracle implements a Boolean function that marks the solutions to the search
problem. Depending on the specific search problem, the corresponding Boolean function may or may not exhibit
structural regularities. Consequently, understanding how to efficiently synthesize different classes of Boolean
functions is an important step toward the design of compact and efficient quantum oracles.

The approach proposed in this paper exploits both autosymmetry and D-reducibility to design cost-efficient
quantum circuits. By structurally decomposing Boolean functions that exhibit these regularities, we reduce
the number of quantum gates required for their implementation, leading to more compact reversible circuits,
optimized for quantum compilation. From a theoretical perspective, we show that any Boolean function, in the
considered class, can be realized as a reversible circuit by introducing only three additional output lines: two
lines for storing the intermediate results of the decomposition, in addition to the usual output line reserved for
the target function. We then investigate and formalize the interplay between autosymmetry and D-reducibility
within the oracle-synthesis pipeline, showing both theoretically and experimentally that the order in which these
properties are exploited may produce different reversible circuit realizations, even when the induced functional
mapping is identical.

After reversible synthesis, the obtained circuit must be translated into a set of elementary quantum gates. In
this work, we consider the Clifford+T gate library, which is commonly used in quantum compilation. Within this
library, the T gate is a single-qubit gate, while the CNOT gate is a two-qubit gate acting on a pair of qubits. These
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two types of gates are important for different reasons. The number of T gates, usually called T-count, is a relevant
metric in fault-tolerant quantum computing (FTQC), where quantum circuits are protected against errors by
means of error-correcting techniques. In this setting, T gates are usually more expensive than Clifford gates, and
therefore reducing their number is an important objective [10, 19]. The number of CNOT gates is also relevant,
especially for noisy intermediate-scale quantum (NISQ) devices. In these devices, two-qubit operations are often
more difficult to implement reliably than single-qubit operations, and they can significantly affect the quality of
the final circuit [30, 31, 35]. For these reasons, in this paper we evaluate the proposed synthesis strategies mainly
in terms of T-count and CNOT-count after Clifford+T quantum compilation.

The experimental results obtained from the XAG (XOR-AND-Inverter Graph) representations show that
the proposed decompositions can reduce the cost of the compiled quantum circuits. The gain, however, is not
uniform over all instances. For this reason, we report the reductions in a cost-driven setting: for each metric, the
decomposed implementation is retained only when it does not increase the cost with respect to the standard
synthesis flow after Clifford+T compilation.

For a metric m and a decomposition strategy d, we define the non-negative-gain subset as

Sma = 1i | m* > 0and m? < m'd},
and the corresponding aggregate gain as

std d
Ziesm,d m; = Ziesm!d m;
Gage(m, d) = — ~100.
i€S,,4 M

Thus, the aggregate gain is computed from summed costs over S, 4, and is not the average of the per-instance
gains.

On the Espresso and LGSynth’89 benchmark sets, the A+D strategy gives aggregate reductions of 27% in
T-count and 44% in CNOT-count, with median per-instance gains of 23% and 50%, respectively. The D+A strategy
gives aggregate reductions of 27% in T-count and 54% in CNOT-count, with median per-instance gains of 22%
and 53%, respectively. On the EPFL subset, the aggregate T-count reduction is 21% for both strategies, while the
aggregate CNOT-count reductions are 59% for A+D and 55% for D+A. In these four EPFL cases, the corresponding
median per-instance gain is 0%.

The organization of this paper. is as follows. Section 2 provides the preliminary definitions of D-reducible
and autosymmetric functions, ESOP forms, reversible circuits, and quantum compilation. Section 3 details our
proposed methodology for constructing reversible circuits for autosymmetric and D-reducible functions. Section 4
evaluates the proposed decomposition and presents experimental findings on benchmark sets. Finally, we conclude
this work in Section’5.

2 Preliminaries

In this section; we discuss the definitions and properties of D-reducible and autosymmetric regular functions,
which form the basis for our subsequent analysis. Moreover, we briefly introduce ESOP forms, reversible circuits,
and quantum compilation. In the following sections, we show how we can design quantum circuits for the
considered regular functions.

2.1 Dimension Reducible Functions

Here, we explore the concept of dimension reducibility (D-reducibility), a particular regularity based on affine
spaces [12, 13], which has been detailed in [6]. Recall that a vector subspace V of the classical Boolean vector
space ({0, 1}", ®) is a subset of {0, 1} containing the zero vector 0 = (00 ... 0), such that for each v; and v, in V
we have that v; @ v, is still in V. We have the following:
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DEFINITION 1. Let V be a vector subspace of (0,1",®), and let &« € {0, 1}" be a Boolean point, or vector. The
set A=a®V ={a®v|v e V}isan affine space over V with translation point c.

ExamPLE 1. In Figure 1, the set A = o ® V is an affine space over the vector space V =
{000000, 001001,010010, 011011, 100100,
101101,110110, 111111}, with translation point « = 000001 € 0, 1°, Therefore, A = 000001 & V =
{000001, 001000, 010011,
011010, 100101, 101100, 110111, 111110}. The dimension of A is the dimension of the corresponding vector space V.

A Vv
X, X9 X3 %4 X5 Xg x; X9 X3 X4 X5 Xg
000001 000000
001000 001001
010011 010010
011010 011011
100101 100100
101100 101101
110111 110110
111110 111111

Fig. 1. An affine space A and the corresponding vector space V.

Consider the points of V and A sorted in binary order. See, for example, Figure 1. In the vector space V of
dimension k, rows are indexed from 0 to 2k _1 and the points with indices 20, 21, 22, . 2k=1 form the canonical basis
B, of V. 'The canonical translation point a4 is the point of A with index 0. Generally, the canonical representation
of an affine space is given by its canonical translation pointand its canonical basis. In each canonical basis vector,
the variable corresponding to the first 1-component from left is called canonical variable. Variables that are not
canonical on the canonical basis are called non-canonical variables.

ExampLE 2. Consider the affine space A in Figure 1. We have that a4 = 000001 and B, =
{001001, 010010, 100100}, where v; = 001001, v, = 010010, and v3 = 100100. In v, the first I-component from the
left corresponds to x3; in vy, it.corresponds to x,; and in v, it corresponds to x;. Therefore, the canonical variables are
X3, X9, and xy, while the non-canonical variables are x4, x5, and x.

An affine space can be algebraically represented by a pseudoproduct consisting of an AND of XORs or literals [12].
There are several ways to express affine space characteristic functions as a pseudoproduct; among them, we use
the canonical expression (CEX) [23].

The following definition describes how to derive the CEX expression from an affine space [12]:

« each non-canonical variable appears in exactly one XOR factor, and each XOR factor is composed of one
non-canonical variable and possibly some canonical variables;

» the canonical variables that appear in the XOR factor corresponding to the non-canonical variable x are
the canonical variables (if any) appearing with value 1 in the vectors of B, where x is equal to 1;

« all the canonical variables are not complemented, a non-canonical variable is complemented in its XOR
factor if and only if its corresponding component in a4 is 0.

ExaMPLE 3. Consider again the affine space A of Figure 1. Its canonical translation point is a4 = 000001, and
its canonical basis is By = v;, vy, v3 = 001001, 010010, 100100. We derive one XOR factor for each non-canonical
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variable. For vi = 001001, the first 1-component from the left identifies x5 as the canonical variable, and the same
basis vector also contains the non-canonical variable x,. Since the x4 component of a4 is equal to 1, x4 is not
complemented, and the corresponding factor is x3 @ x4. Similarly, v, = 010010 identifies x, as the canonical variable
and x5 as the corresponding non-canonical variable. Since the x5 component of a4 is equal to 0, x5 is complemented,
yielding the factor x, @© Xs. Finally, v; = 100100 identifies x; as the canonical variable and x4 as the corresponding
non-canonical variable. Since the x, component of a4 is equal to 0, the corresponding factor is x; ® X. Therefore, the
CEX expression for this affine space is x4 = (%3 ® x¢)(x, ® %5)(x; © Ky).

Building on the above definitions, we can now introduce D-reducible regular functions. Essentially, the points
(or minterms) of D-reducible functions are entirely located within an affine space that is strictly smaller than the
entire Boolean cube {0, 1}". When a function fis classified as D-reducible, it can be expressed as f = y4 - fa,
where A represents the smallest affine space containing fand is referred to as the associated affine space of f.
Consequently, y4 denotes the characteristic function of A, while f, is the projection of fonto A.

In the following examples, we use Karnaugh maps only as a visual aid to show how the onset of a function is
contained in an affine space and how the corresponding projection is obtained. A Karnaugh map is a graphical
representation of the truth table of a Boolean function, where adjacent cells differ in the value of one variable
only. For instance, for a two-variable function g(x;, x,) with onset {01, 11}, the Karnaugh map contains two cells
equal to 1 in the positions corresponding to {01} and {11}, and the remaining cells are equal to 0.

ExaMmpLE 4. The Karnaugh map on the left side of Figure 2 illustrates the D-reducible function f =

{00011,01010, 01110,
10001, 10101, 11000}. The affine space A associated with f may also contain points where the original function is
equal to 0. In this example, the points 00111 and 11100 belong to A, but they are not in the onset of f. Therefore, they
correspond to zero-valued points in the projected function f4, and they are not treated as don’t-care conditions. Points
outside A are instead removed by the characteristic function y,.

According to the Karnaugh map on the right side of the figure, the projected function f, depends on three variables
Xy, Xy, X3. It should be noted that although the number of the onset minterms is the same for both f and fy, they are
compacted in a smaller space (map) in the f, function. If we synthesize f and f, in the classical SOP framework, we
obtain that f and f, equal to X, x,33X, + X Xy X3 + X1 Xg X3 X4 X5 + X1 X X3 X4 X5 and X3 + x; Xy + X Xy, respectively. As
a result, the overall number of products is reduced from 4 to 3, and the overall number of literals is reduced from 18 to 5.
Moreover, the canonical basis can be derived in polynomial time by exploiting Gauss-Jordan elimination, as described
in [22]. Finally, a more compact form for the function f can be derived as (x; ® x,)(%y ® x5)(X5 + X%y + X1 %3),
where (x; ® x,)(x, ® x5)-is the CEX representing the affine space y 4.

2.2 Autosymmetric Functions

Autosymmetric functions exhibit another type of regularity based on affine spaces. Informally, the idea behind
this concept is to call k-autosymmetric any Boolean function fdepending on n variables that can be simplified to
a smaller function fi, depending only on n — k variables. Following this idea, the degree of regularity of a Boolean
function fis determined by its autosymmetry degree k, where 0 < k < n. If k = 0, the function has no regularity.
However, if k > 1, the function is identified as autosymmetric. Generally, an autosymmetric function f can be
expressed through its restriction function fj. as follows:

SGos x5 ) = fillyrs Yoo Ynid)
where variables y;, y, ..., ¥,k are XOR combinations of subsets of the original input variables x;. These combina-
tions are denoted as XOR(X;), where X; C {x;, x,, ..., x,,}. Equations

y; =XOR(X)), i=1,..,n—k
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Fig. 2. Karnaugh maps of a D-reducible function f(left) and its corresponding projection f, (right).

are called reduction equations. Thus, the autosymmetry test consists of finding the value k, the restriction fi, and
the reduction equations.

It is worth mentioning that autosymmetric functions depend; in general, on all their input variables, i.e., they
are non-degenerate. However, degenerate functions that do not depend on all their variables are always classified
as autosymmetric.

It is possible to synthesize the function fthrough its restriction f;. This reconstruction requires an additional
logic level of XOR gates, which take the original variables as inputs and outputs the new n — k variables that
serve as inputs to the circuit for fi. The function fj. can typically be synthesized using different techniques for
any logic minimization problem. For instance, in [4, 5, 9], an XAG representation of the restricted function has
been derived to improve the evaluation of multiplicative complexity, and in [3] this representation has been used
to design compact reversible and quantum circuits.

As demonstrated.in [23], any k-autosymmetric function fhas a corresponding k-dimensional vector space
L, which contains all minterms « such that f(x) = f(x ® ) for all x € {0, 1}". The vectors in L are sorted by

increasing binary order and indexed from 0 to 2K — 1. The subset of vectors indexed by 20,2, ..., 271 is termed the

canonical basis By of L i There are k fully independent variables in L f which are known as canonical variables and
assume all the possible combinations of 0, 1 values in the vectors of the vector space L I Conversely, noncanonical
variables in L which are not canonical, assume either a constant value or are formed as linear combinations of
the canonical variables. In the canonical basis By, of Ly, canonical variables are those corresponding to the first
1-component from the left. These variables are essential to define the function fin its compact form fi.

The restriction f, represents a more compact form of f, containing only | f|/2¥ minterms, where | f| represents
the total number of minterms in f. The reversible synthesis of fcan be simplified to the synthesis of its restriction
fi» which can be determined in polynomial time in the dimension of some standard representations of the input
function f, such as a Reduced Ordered Binary Decision Diagram (ROBDD) representation [7].
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Fig. 3. Karnaugh maps of an 1-autosymmetric function f(left) and its corresponding projection f; (right).

ExXAMPLE 5. Figure 3 illustrates the Karnaugh /map of the I-autosymmetric function f =
{00011, 01010,01110, 10001, 10101,
11000} with linear space L= {00000, 11011}. We can also determine the autosymmetry degree k by calculating
log, |Lf| In this case, k = 1, which indicates that the function f is 1-autosymmetric and therefore all the points in

the function f can be projected in the space {0, 1¥* with respect to the reduction equations Y1, Yo, V3 and y,. In this
example, the canonical basis is 11011, which designates x; as the canonical variable, while x5, x3, x4 and x5 are
non-canonical variables. Therefore, we can obtain the reduction equations y; = x; © Xy, o = X3, Y3 = x| D X4, and
V4 = X1 ® x5. The restricted function f; shows a simplified form of the original function f, having only 3 minterms,
which are {0011, 1010, 1110}, as can be observed in the Karnaugh map on the right side of the figure.

2.3 Autosymmetric and D-Reducible Functions

Two principal decomposition strategies are possible in the study of Boolean functions that exhibit both au-
tosymmetry and D-reducibility. The first strategy involves beginning with D-reducibility, followed by exploiting
autosymmetry. In contrast, the second strategy involves starting with autosymmetry and then proceeding to
exploit D-reducibility. This paper presents quantum circuit synthesis specifically for these two approaches.

When employing the first strategy, the decomposition starts with D-reducibility. This involves expressing
the Boolean function fas f = y, - f4, where A represents an affine space and f, is the projection of fonto A.
Following this, the autosymmetry of f, is used to obtain a representation f = y, - far, Where fy4 is defined
based on the autosymmetric properties of f,. This sequential approach ensures that the function fis represented
in terms of both its affine space and its autosymmetric characteristics.

ExaMmpLE 6. Consider the ongoing example. We apply D-reducibility followed by autosymmetry to the function.
Consider the function f presented in Figure 2. As demonstrated in the Example 4, f is D-reducible, and its projection
is fa(x1, %y, x3). The set of minterms for f4 is given by f, = {000,010,011, 100, 101, 110}. Next, we compute the

ACM J. Emerg. Technol. Comput. Syst.



8 « Anna Bernasconi, Valentina Ciriani, Gianmarco Cuciniello, Nicolas Manini, and Asma Taheri Monfared

% 00 10 % 0 1

11
o 0] e
)8 auoja

&

01
00

Fig. 4. Karnaugh maps of the function f,(x;, x,, x;) (left) and of its corresponding projection f,,(y,, y,) (right).

autosymmetry decomposition for f,. The Karnaugh map of f, is also depicted on the left side of Figure 4, where it is
observed that f, exhibits autosymmetry. The corresponding vector space is Ly = {000, 110}, which has dimension
k =log, |L¢ | = 1, indicating that f is 1-autosymmetric. Projecting the minterms onto the Boolean space {0, 13 of
the variables y; and y,, we obtain the function f41(yy, ¥,) = {00, 10, 11}, which is represented.in the Karnaugh map
on the right side of Figure 4. The corresponding reduction equations are y; = x; © x5 and Y5 = x3. A Sum-of-Products
(SOP) form for f4, is equal to y; + y,. Substituting the reduction equations, we obtain y; + y, = (x; ® x3) + x3.
Recalling that the characteristic function of A is x4 = (%7 ® x,)(xy ® x5), the original function f can now be written
as

FOe, i x5) = (0 ® x) - (30 @ x5) - [(x] D) + X3].

In contrast, the second strategy begins with autosymmetry. In this approach; we first determine the autosym-
metry of the function fand obtain f, which is the restriction of fthat reflects its autosymmetric property.
Afterward, the D-reducibility of f; is exploited, leading to the representation f = y, - fi4, where A denotes
the affine space and fi 4 is the projection of f; onto A. This method simplifies the function f by reducing its
autosymmetric components before projecting it onto its affine space.

ExAMPLE 7. Let us consider the ongoing function again, this time applying the decomposition method where
autosymmetry is performed first, followed by D-reducibility. Referring to Figure 3, Example 5 shows that f is 1-
autosymmetric, and the restriction f; (shown inthe Karnaugh map on the left side of Figure 5) corresponds to the
set of minterms f,(y1, Yo, y3, ¥4) = {0011, 1010, 1110} in {0, 1}*. Next, we perform the D-reducibility decomposition
on fi. Projecting f; onto A, we derive the Boolean function fi (3, ¥,) = {00, 10, 11}, which is illustrated in the
Karnaugh map on the right side of Figure 5. The characteristic function for A is ys - (y; ® y,). For simplicity, we
represent f; 4 in SOP formas f; 4 = (yp+ ). It is worth noting that f 4 can be represented in various forms. In
particular, we will use the XOR=And Graph (XAG) representation in the experimental section. Thus, we have

L0, v3. 1) = xa - fia = (3- (1 @ y4)) - (y1 + 1)

To reconstruct the original function f, we substitute the variables y|, 5, y3, y4 with their corresponding reduction
equations as computed in Example 5. This gives us

f(xl, cee s XS) = [(xl (&) X4) . ((xl (&) x2) (&) (xl D xS))] . [(xl (&) xZ) + x_3] .
After simplification, the final expression becomes
Flxps e x5) = (3r; ® x4) - (3 D x35) - [(x] D xp) + X3].

Finally, it is worth noting that this decomposition is identical to the one obtained using the alternate strategy
as we have previously shown in Example 6. Indeed, as proven in [9], for completely specified functions that are
both autosymmetric and D-reducible, the two decomposition strategies are equivalent and provide the same
decomposed function, i.e., f4; = fia. On the other hand, when the initial function fis incompletely specified, the
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Fig. 5. Karnaugh maps of the function f,(y,, . 35, y,) (left) and of its corresponding projection f, ,(;5,) (right).

decomposed functions fu; and fi 4, derived by applying different strategies for specifying don’t care conditions,
can be different [9].

To summarize, when a completely specified Boolean function is both D-reducible and autosymmetric, the two
decomposition orders can be described as follows. In the D-reducibility—autosymmetry order, we first compute
the affine space A containing the onset of f, express fas f = x4 - fa, and then apply autosymmetry to the
projected function f,, obtaining a further restricted function f,. In the autosymmetry=D-reducibility order, we
first compute the autosymmetry space L yand the restriction fi» and then‘apply D-reducibility to f;, obtaining the
projected function fi 4 and its characteristic function. For completely specified functions, the final decomposed
functions obtained by the two orders are equivalent, although the corresponding circuit constructions may still
differ, as discussed in Section 3.

2.4 Relation with linear transformations

As a final observation, we note that both notions of autosymmetry and D-reducibility share similarities with
recent work focused on reducing the number of variables required to represent partially defined classification
functions [42, 43]. In both cases, the objective is to reduce the dimension of the space in which a Boolean function
is represented and analyzed. In particular, the linear transformations introduced in [42, 43] resemble the reduction
equations of autosymmetric functions, as both approaches define a new set of variables through linear (EXOR)
combinations of the original'enes. However, the underlying algebraic structures are fundamentally different.
While autosymmetry is basedon identifying affine subspaces over which the function is invariant, the variable
reduction proposed in [42, 43] relies on general linear transformations and does not require the existence of
affine invariance. Moreover, while the autosymmetry property always guarantees a reduction in the function’s
dimension, the converse does not hold: a reduction in dimension does not necessarily imply the existence of the
autosymmetric property.

On the other hand, D-reducibility is more closely related to the notion of linear transformations. In both
approaches, the objective is to identify a lower-dimensional space in which the target function can be represented
and analyzed. In our framework, this space is the affine space A, which is associated with the on-set of the
target function-and is derived directly from its algebraic structure. By contrast, the approach proposed in [42, 43]
searches for suitable linear transformations that reduce the dimension of the representation while preserving
the information contained in the care set of the classification function, without relying on the specific algebraic
properties exploited by D-reducibility. Furthermore, our framework applies to both completely and partially spec-
ified Boolean functions, whereas the approach in [42, 43] is specifically devoted to partially defined classification
functions. This also suggests a possible integration of the two approaches: after the linear-transformation step,
the resulting classification function could be further decomposed by exploiting autosymmetry and D-reducibility
of its ON-set.
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2.5 ESOP forms

Boolean functions in Exclusive-or Sum-of-Products (ESOP) form are expressed using a series of AND gates at the
first level and one multi-input XOR gate at the next level. ESOP forms continue to be of interest in research due
to their important applications in various emerging technologies. Compared to standard SOP forms, ESOP forms
provide several benefits, such as requiring fewer products to realize randomly generated functions [39, 40], more
compact representations for arithmetic or communication circuits [41], higher testability properties [17, 20],
and security [21, 29]. Furthermore, due to the inherent reversibility of the XOR operation [36], ESOP forms are
essential for reversible logic circuit synthesis and quantum computing [15].

Recall that, for a Boolean function to be expressed in ESOP form, each off-set minterm must be covered by an
even number of product terms involving the input variables, or none at all, whereas each on-set minterm must
be covered by an odd number of these product terms.

A function can have multiple ESOP forms that are structurally different but semantically equivalent. The goal
of ESOP minimization is to find the form with the lowest cost based on a given cost metric.

ExaMmpLE 8. In Figure 2, the function f, can be represented in ESOP form with.two products and three literals as
follows:

ESOP(f4) = X3 @ X Xpx3 ® X1 XpX3

ESOP minimization is a computationally very hard problem that has garnered significant interest from algorithm
designers due to its potential to reduce the overall costs of hardware realizations and software implementations.
The exact problem of finding an ESOP with the minimum number of terms is NP-hard, and much more difficult
than that of standard SOP minimization [36, 39]. No efficient method is known to obtain a minimum ESOP for a
given function except for very small problems, which explains why practical approaches often rely on SAT- or
search-based heuristics and exact methods are typically limited to small instances [28, 33, 34, 36, 38, 44].

Although ESOP forms can be quickly found through heuristic methods, only a subset of the possible search
space is examined. Therefore, while these methods can produce small ESOP forms in a reasonable amount of
time, they suffer from local minima, which are difficult to escape. On the other hand, while exact methods are
guaranteed to find a minimal number of product terms, they can hardly handle more than 8 Boolean variables
and a few product terms. In [36], a novel approach for exact synthesis based on Boolean satisfiability is presented,
which is particularly fast and unaffected by the number of Boolean variables involved.

2.6 Reversible Circuits and Quantum Compilation

Reversible circuits ensure a one-to-one correspondence between each input vector and each output vector.
Accordingly, the number of inputs equals the number of outputs. In these circuits, constant inputs are called
ancilla inputs, while garbage outputs are produced to maintain one-to-one mapping, although their specific values
are unimportant. Generally, reversible circuits are constructed from a sequence of Mixed-Polarity Multiple-Control
(MPMC) Toffoli gates, which are able to implement any logic function.

We represent the MPMC Toffoli gates using the conventional notation, where @ denotes the target line, while
control lines are indicated by « for positive connections and o for negative connections. If there are no control
connections on the MPMC Toffoli gate, it operates as a NOT gate; with a positive control connection, it functions
as a CNOT gate; and when there are only positive connections, it functions as a Multiple-Control Toffoli gate [32].

More formally, given a set of circuit lines X = xy, xy, ..., X;;, an MPMC Toffoli gate T(C,t) has control lines

p2
X.

1 I
C= {le,sz, xjc} C Xand a target linet € X \ C. The gate mapst — t & (xﬁ ANXy A o A xj‘.il) ), where

. i . . . . - .. .
each literal x;l.) is either a propositional variable lel. = x or its negation xj(; = X. All remaining lines are passed
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unaltered. Note that whenever ¢ is equal to 0, the MPMC Toffoli gate computes the AND of all control lines on
the target line.
For example, an MPMC Toffoli gate with positive control x;, negative control x,, and target line t maps

t=t® (0 AXy).

Thus, if the target line is initialized to 0, the gate computes the product term x; X, on the target line. This illustrates
the correspondence between product terms in ESOP expressions and MPMC Toffoli gates: each product term can
be implemented by one gate whose controls are the literals of the product and whose target is the output line.

A common approach in reversible logic design is ESOP-based synthesis, which is based on the relationship
between product terms in ESOP (Exclusive Sum of Products) forms and MPMC Toffoli gates [14, 15, 18]. In an
ESOP expression, MPMC Toffoli gates are derived from product terms, with their literals serving as control lines.
The circuit effectively computes the XOR of all product terms on the same target line because all gates act on the
same target line.

As a preliminary step towards building quantum circuits, reversible circuit synthesis plays an important role
in quantum computing. A quantum compilation step is then required to convert a reversible circuit containing
MPMC Toffoli gates into a quantum circuit. In this process, each reversible gate can be decomposed into basic
quantum gates, following a specified quantum gate library [24, 27]. In this work, we use the Clifford+T library,
which includes Pauli, Hadamard, CNOT gates, and the T-gate, which is considered the most expensive [32].

Recent advances in quantum compilation techniques have led to more efficient circuit designs. In [26], for
instance, a novel method is introduced and analyzed for compiling quantum circuit representations from XAG
(XOR-And Graph) representations, reducing the number of T-gates required to implement Toffoli gates.

Finally, we refer the reader to [37] and [46] for more detailed information on reversible circuits and effective
quantum compilation strategies.

3 Quantum Circuit Synthesis for autosymmetric and D-reducible functions

As discussed in the previous section, thereis a natural correspondence between ESOP expressions and reversible
circuits. This arises from the fact that product terms in an ESOP expression can be effectively represented using
reversible MPMC Toffoli gates. Given an ESOP expression, one can generate a sequence of MPMC Toffoli gates,
where the control lines are associated with the literals in the product terms, and the target line represents the
output of the function. Note that all gates act on the same target line, thereby implementing the exclusive OR of
the product terms.

The primary challenge with this approach lies in the fact that MPMC Toffoli gates are only intermediate
representations. To implement these gates in quantum circuits, an additional synthesis step is required to map the
reversible MPMC Toffoli gates into functionally equivalent quantum circuits. Unfortunately, this mapping step
can become very onerous, particularly when the MPMC Toffoli gates are controlled by many variables, leading to
quantum circuits with significant size and depth.

To address these challenges, in this section, we propose a comprehensive approach for designing circuits that
implement functions exhibiting both autosymmetry and D-reducibility. These methods are intended to optimize
the reversible synthesis process, leading to quantum circuits that are efficient and minimized in terms of size and
depth. The methodology is divided into two distinct strategies, depending on the order in which autosymmetry
and D-reducibility are considered during circuit construction.

3.1 Autosymmetric-D-Reducible Design

The first approach focuses on functions that are first analyzed for autosymmetry and then subjected to D-
reducibility. Initially, an autosymmetry test is performed to determine the linear space L and compute the
restricted function fi, which corresponds to the autosymmetric structure of the original function. Once the
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autosymmetry analysis is complete, D-reducibility is applied to the restricted function fi, in order to identify the
characteristic function y4 of the affine space A that contains the minterms of fi. The restricted function f; is
then projected onto the affine space A, resulting in the simplified function f; 4. This sequential decomposition
approach highlights the interplay between autosymmetric properties and affine projections, where autosymmetry
is applied first to reduce the complexity of the function, and D-reducibility is subsequently used to further simplify
it by projecting onto an affine space. The circuit design under this approach involves the integration of three key
reversible circuits, followed by an additional uncomputing stage:

Circuit for Deriving Reduction Equations: The initial circuit is designed to derive the reduction equations
for the linear space L. These equations involve both canonical and non-canonical variables within L. The
primary aim of this circuit is to simplify the function by reducing the number of variables, thus preparing
the function for subsequent processing.

Circuit for the Characteristic Function y,: The next circuit computes the characteristic function y4 of the
affine space A covering f;. This function depends on non-canonical variables within the linear space L,
which includes both canonical and non-canonical variables within the affine space’A. Computing y, is
crucial as it provides the necessary foundation for the final projection step.

Circuit for Implementing Function Projection fi 4: The next circuit implements the projection of the
restricted function fi. onto A, resulting in fi 4. This projection circuit focuses on the non-canonical
variables within the affine space A, ensuring that the function is further simplified and optimized for the
final quantum synthesis.

+ Circuit for Restoring Initial Variables: This stage in the synthesis process implements the so-called
uncomputing procedure, i.e., it restores the initial values of the canonical and non-canonical variables of
the linear space L after performing the required computations.

To compute the final function f, we use a Toffoli gate to perform an AND operation between the subfunctions
Xa and fi 4, with fas the output target. This structured approach ensures that the synthesis of the quantum circuit
is both streamlined and efficient, minimizing resource usage while maintaining the integrity of the function.

Figure 6 illustrates the overall structure of the circuit designed using this method. As shown, this approach
requires three additional lines, corresponding to three extra qubits in the quantum implementation: one for
Xa> one for fi 4, and one for f. These additional qubits are essential for handling the intermediate results of the
subfunctions before combining them to produce the final output.

Overall, the implementation of the circuit begins with the construction of the XOR layer. This layer, composed
of multiple XOR gates, is necessary to realize the reduction equations, which are based on linear combinations
of the variables. The XOR layer is a critical component, as it enables the reduction process by simplifying the
function’s dependency on certain variables, making the final quantum circuit more compact and efficient. Then,
a reversible circuit for y4 can be implemented directly from the CEX expression of the affine space A, and a
reversible circuit for fi4 depends only on the canonical variables of the affine space A. Then, an uncomputing
procedure restores all variables to their initial values. Finally, an MPMC Toffoli gate is needed to implement the
AND of y, and fi 4. The overall methodology is summarized in Algorithm 1.

Observe that the circuit shown in Figure 6, and derived by applying Algorithm 1, illustrates only the computation
stage of the proposed synthesis strategy. During the computation, any input line whose value is temporarily
modified is restored to its original value by the end of the circuit, while the intermediate values y,(x) and fi 4
are left on the two additional output lines to explicitly illustrate the decomposition process. Since these values
are not required for any subsequent computation, the corresponding output lines may be regarded as garbage
outputs and are therefore not uncomputed in the presented circuits. When a clean quantum oracle is required,
these intermediate values can be removed by applying the standard uncomputation procedure after the target
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function fhas been generated. This restores the two auxiliary output lines to their initial values while preserving
the value computed for f.

Canonical
variables L

Non-canonical Quantum Quantum
variables A | — Circuit for |— Circuit for f—
— Reduction [— Variable —
Equations Restoration
Non-canonical <
variables L Quantum
X Circuit for
Canonical X
variables A| | | A | B _
Quantum
Circuit for
Jea
|0) - XA
o frea
lo 87 f

Fig. 6. Reversible circuit with the Autosymmetric-D-Reducible strategy. For clarity, only the computation stage is shown.
The uncomputation stage is omitted. A clean quantum oracle can be obtained by applying the inverse computation after the
target output has been generated.
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Algorithm 1 Reversible synthesis of autosymmetric-D-reducible functions

Require: Boolean function fthat is both autosymmetric and D-reducible
Ensure: Reversible circuit Q implementing f
t: (LpEp, fy) < AUTOSYMMETRYDECOMPOSITION(f) > Ej contains the reduction equations induced by L ¢

2: (A, xa, fra) < DREDUCIBILITYDECOMPOSITION( f;.) > x4 is the characteristic function of the affine space A
3: Q < empty reversible circuit

4: Qp <« INPLACEXORNETWORK(E]) > realize the reduction equations with CNOT gates
5: Append Qg to Q

6: Q, < REVERSIBLESYNTHESIS()y4) > compute the characteristic function on an auxiliary line
7: Append Q. to Q

8: Qra < REVERSIBLESYNTHESIS(fi 4) > compute the projected function on an auxiliary line
9: Append Qg4 to Q
10: Append a Toffoli gate controlled by x4 and fi. 4 to update the output line of f

11: Append QEI to Q > restore the variables modified by the XOR network
12: return Q

ExampPLE 9. Consider the function
f =1{00011,01010,01110, 10001, 10101, 11000}

in the running example. To compute the reduction equations defining the new variables y;, yy, y3, Y4, We use three
CNOT gates to perform the XOR operations x; © x5, x; © x4 and x; ® x5. As mentioned in Section 2.1, a CEX consists
of a conjunction of XOR factors, with each XOR factor being implementable using CNOT gates. In particular, an XOR
factor with k literals can be realized using k — 1 CNOT gates. In this case, for x4 we use a CNOT gate to perform
Y1 ® ¥y, and a Toffoli gate that combines y5 with the result of y; ® y,. The projection fi 4 can be computed by a
Toffoli gate to perform y; + y, operations. Recall that, to simplify the description of our example, we represent the
function fi. 4 in SOP form. Note that fi. 5 can be expressed in various forms, but we will use the XAG representation
in the experimental section. Subsequently, the next Toffoli gate computes the AND between y 4 and fi 5. Finally, four
additional gates are used to restore the input variables. As can be observed in Figure 7, this quantum implementation
requires three Toffoli and eight CNOT gates.

In this example, four T-gates suffice to represent y 4, as proved in the following proposition.

ProPOSITION 1. Let y4 + {0,1}" — {0, 1} be the canonical CEX expression representing an affine subspace A of
{0, 1}", where the number of factors in y, is denoted by |F|. Then, a quantum circuit for x4 can be implemented
using 4 - (|| — 1) T-gates.

Proor. The function y, : {0,1}" — {0,1} represents the characteristic function of an affine subspace
A C {0, 1}", thus it is a conjunction (AND) of XOR factors. If the number of factors in the expression for y, is
|F|, then the number of AND gates required to implement y, is |F| — 1. This is because each AND gate operates
on two inputs, and to compute a conjunction of |F| terms, we need || — 1 binary AND operations.

Each AND gate in the circuit is implemented by a Toffoli gate. In our cost analysis, we assume the ancilla-
assisted implementation proposed by Gidney [16], in which an exact Toffoli gate is realized using four T gates.
Consequently, each AND operation contributes four T gates to the overall T-count, while CNOT gates do not
contribute any T gates. Therefore, the total number of T gates required to implement y, is 4 - (|F| — 1). It should
be noted that the four-T implementation achieves this reduction by trading T gates for additional quantum
resources. Specifically, it requires one clean ancillary qubit together with measurement and classical feed-forward.
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Fig. 7. Reversible circuit for the function fwith Autosymmetric-D-Reducible strategy.

By contrast, the standard ancilla-free decomposition of the Toffoli gate requires seven T gates. Thus, the T-count
reported in this proposition is obtained under the assumption of the ancilla-assisted implementation. g

Moreover, we have that

ProrosITION 2. The XOR network induced by the autosymmetry reduction equations can be implemented in-place
using only CNOT gates and without additional ancilla lines.

Proor. In the canonical representation of the autosymmetry space, every reduction equation is associated
with one distinct non-canonical variable. Let x;j be such a non-canonical variable. Its reduction equation has the

form
Vi =% ® (@ X,
x%€C;

where C; is a subset of canonical variables. This equation can be realized by applying CNOT gates controlled by
the variables in Cj and targeted on the line Xj. Thus, the line X; is overwritten with Vp while the canonical variables
are used only as controls and are not modified. Since distinct reduction equations have distinct non-canonical
variables as their targets, the in-place implementation introduces no target conflicts. Moreover, the whole XOR
layer is a reversible linear transformation, and its inverse is obtained by applying the same CNOT gates in reverse
order. Therefore, the original variables can be restored during the uncomputation stage, and no additional ancilla
line is needed for implementing the XOR layer. U

3.2 D-Reducible-Autosymmetric Design

The second approach reverses the order of the analysis, starting with the D-reducibility before addressing the
autosymmetry. In this strategy, the process begins with the identification of the characteristic function y, and
also the projection f4, which are derived from the D-reducibility test. Once these components are established,
the autosymmetry properties of the function are considered and tested directly onto fy4, leading to the reduction
equations and the restriction function f4;. Hence, the final representation has the form

f=xa far
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Algorithm 2 Reversible synthesis of D-reducible-autosymmetric functions

Require: Boolean function fthat is both D-reducible and autosymmetric
Ensure: Reversible circuit Q implementing f
1: (A, x4, fa) < DREDUCIBILITYDECOMPOSITION(f) > x4 is the characteristic function of the affine space A

2: (Ly,, Ep, far) < AUTOSYMMETRYDECOMPOSITION(f4) > Ef contains the reduction equations induced by L,
3: Q < empty reversible circuit
4 Q, « REVERSIBLESYNTHESIS( Y 4) > compute the characteristic function on an auxiliary line
5: Append Q, to Q
6: Qp < INPLACEXORNETWORK(E] ) > realize the reduction equations with CNOT gates
7. Append Qf to Q
8: Qaf < REVERSIBLESYNTHESIS(f41) > compute the restricted projected function on an auxiliary line
9: Append Q4 to Q
10: Append a Toffoli gate controlled by x4 and f4 to update the output line of f
11: Append QEI toQ > restore the variables modified by the XOR network
12: return Q

At the circuit level, the order of the blocks follows this decomposition. The circuit first computes y, on an
auxiliary line, using the CEX expression of the affine space A. Then, an in-place XOR network realizes the
autosymmetry reduction equations for f,. After this linear transformation, a reversible subcircuit computes the
restricted function fj; on a second auxiliary line. Finally, a Toffoli gate controlled by y4 and f4; updates the
oracle target line f, and the inverse XOR network restores the variables modified by the reduction equations.

Thus, the main difference with respect to the A+D construction isithat y, is computed before the autosymmetry
XOR layer, whereas in the A+D construction the XOR layer is applied before computing the characteristic function
of the affine space associated with the restricted function. As discussed in Section 3.3, this different ordering may
lead to different CNOT counts and different intermediate XAG representations, even when the two decompositions
are functionally equivalent.

Figure 8 shows the reversible circuit obtained with this strategy, and the corresponding synthesis procedure
is summarized in Algorithm 2. As before, the circuit illustrates only the computation stage of the proposed
synthesis strategy. Since the intermediate values y4(x) and fy are not required for any subsequent computation,
the corresponding output lines may be regarded as garbage outputs and are therefore not uncomputed in the
presented circuits. When a clean quantum oracle is required, these intermediate values can be removed by
applying the standard uncomputation procedure after the target function fhas been generated. This restores the
two auxiliary output lines to their initial values while preserving the value computed for f.

ExaMPLE 10. Consider the function from the running example once again. The detailed process for deriving y 5
is provided in Section 2.1. We then use two CNOT gates to perform x; @ x4 and x; @ x5, and lastly a Toffoli gate
combining the result of x| ® x, with the result of x; @ x5. We also use a CNOT gate to perform the reduction equations
vy and y,. To compute 4y, a Toffoli gate is used to compute the y; + 7y, operation. Then, the next Toffoli gate computes
the AND between x4 and fay. Finally, three additional gates are used to restore the original input variables. As
depicted in Figure 9, this quantum implementation requires three Toffoli gates and six CNOT gates. It should be noted
that, according to Proposition 1, the number of T-gates for y 4 in this example is equal to four.

We finally prove that a reversible circuit for the target function fobtained with the Autosymmetric-D-Reducible
and D-Reducible-Autosymmetric strategies can be implemented with just three additional output lines.
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Fig. 8. Reversible circuit with D-Reducible-Autosymmetric strategy. For clarity, only the computation stage is shown. The
uncomputation stage is omitted. A clean quantum oracle can be obtained by applying the inverse computation after the
target output has been generated.

ProrosITION 3. Lety, : {0,1}" — {0, 1} be the canonical CEX expression representing an affine subspace A of
{0,1}", and let fi 4 (or equivalently f ;) be the function projected onto the affine subspace A. Reversible circuits for f,
constructed using either the Autosymmetric-D-Reducible or D-Reducible-Autosymmetric strategy, require only three
additional output lines: one line for the target function f, and two lines for storing the intermediate results y 4 and
fia (or far). The implementation of each Toffoli gate in these circuits may also require ancillary qubits, with the
number of ancillas depending on the number of control qubits used in the gates.

Proor. The implementation of y,4 involves logical AND operations, which are realized using Toffoli gates or,
when there are more than two factors, multi-controlled Toffoli gates. The implementation of multi-controlled
Toffoli gates may require additional logical ancillary qubits, whose number depends on both the number of
control qubits and the adopted gate decomposition. Similarly, the function fi 4 (or f4;) is computed using Toffoli
and multi-controlled Toffoli gates with similar logical ancillary requirements. In addition, under the Clifford+T
cost model adopted in this paper, each Toffoli gate is implemented using the ancilla-assisted four-T decomposition
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Fig. 9. Reversible circuit for the function fwith D-Reducible-Autosymmetric strategy.

proposed by Gidney [16]. Consequently, each Toffoli gate requires one additional clean ancillary qubit together
with measurement and classical feed-forward. These ancillas are distinct from the logical ancillas required for the
implementation of multi-controlled Toffoli gates.

The proposed circuit introduces only two additional output lines, in addition to the output line reserved for the
target function f: one for storing y4 and one for storing fi 4 (or f4;), ensuring that these intermediate results
are preserved for subsequent computation and for the final reconstruction of f. Therefore, independently of the
ancillary qubits required by the underlying gate implementations, the proposed synthesis strategy requires a
total of three additional output lines, as shown in Figures 6 and 8.

O

Proposition 2 holds also in this case. Overall, both approaches provide a systematic and efficient pathway for
designing quantum circuits that handle functions with both autosymmetry and D-reducibility, ensuring that the
final circuits are not only functional but also optimized for quantum implementation.

3.3 Impact of the Decomposition Order on Circuit Construction

For completely specified Boolean functions that are both autosymmetric and D-reducible, the two decompositions
A+D and D+A lead to the same final reduced Boolean function, as recalled in Section 2.3. However, the equality
fak = fa isafunctional equality and does not imply that the two reversible circuit constructions are identical. The
reason is that the two strategies compute the same final function through different intermediate representations.

In the A+D strategy, the autosymmetry reduction is applied first. Therefore, the first part of the circuit is an
implementation of the reduction equations induced by the autosymmetry space L 1. The characteristic function
X4 is then computed in the reduced space, and the projected function f 4 is synthesized from this reduced
representation.

In the D+A strategy, the order is different. The characteristic function y4 of the affine space associated with
the original function is computed before the autosymmetry reduction equations are applied. The XOR network
is then used only for the projected function f4, and the final reduced function fj is synthesized after this
projection. Thus, even when f4; = fi 4. the two circuits contain different sequences of CNOT gates and different
intermediate signals.
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ExampLE 11. The running example illustrates this effect. In the A+D construction, the circuit first realizes the
reduction equations

Y =% 0 X, Yo = X3, 3 = X1 © Xy, Y4 = X1 © Xs,

which requires three CNOT gates before computing x4 and fi. 4. The same CNOT network must then be applied
in reverse during the uncomputing stage to restore the initial values of the non-canonical variables, modified by
the implementation of the reduction equations. In the D+A construction, instead, y 4 is computed directly from the
affine-space representation of the original function before applying the autosymmetry reduction to f,. Consequently,
fewer CNOT gates are needed in the XOR network of this example. As shown in Figures 7 and 9, the A+D circuit
requires three Toffoli gates and eight CNOT gates, whereas the D+A circuit requires three Toffoli gates and six CNOT
gates.

The difference also affects XAG-based quantum compilation such as [45]. The XAG heuristic is applied to
the intermediate function produced by the chosen decomposition order. Although the final Boolean function
is equivalent, the intermediate XAGs may have different numbers of XOR and AND nodes, different sharing
opportunities, and different local structures. Since the XAG synthesis and optimization procedure is heuristic,
semantically equivalent expressions may be compiled into circuits with different T-counts and CNOT-counts. This
explains why the two decomposition orders may lead to different quantum costs even for completely specified
functions.

3.4 Preprocessing step and circuit-generation complexity

The proposed synthesis flows consist of a classical preprocessing phase followed by XAG-based quantum
compilation. The preprocessing phase is not part of the quantum circuit: it is performed to detect the regularities
of the input function and to construct the reduced functions used for synthesis.

The D-reducibility test computes the affine space A associated with the onset of the function. This step is based
on linear-algebra operations over IF,, in particular on the computation of a basis of the corresponding vector
space, and can be carried out in polynomial time and polynomial space with respect to the size of the input [6].
Once the canonical basis and the translation point of A are known, the CEX expression of the characteristic
function y 4 is obtained by deriving one XOR factor for each non-canonical variable. Hence, the construction of
Xa is time and space polynomial in the number of variables and in the size of the basis.

Similarly, the autosymmetry test computes the autosymmetry space Ly, the reduction equations, and the
restricted function f;. When the function is represented by an ROBDD [7], the complexity of this computation is
polynomial in time and space with respect to the size of that representation. The reduction equations are then
translated into an in-place CNOT network whose size is linear in the total number of variables appearing in the
equations.

In the A+D strategy, the autosymmetry test is first applied to the input function f, producing L 1 the reduction
equations, and. f;. Then, the D-reducibility test is applied to f, producing the affine space A, the characteristic
function y,4, and the projected function f;. 4. The projected function fi 4 is obtained by rewriting f; in the
coordinates induced by the affine space A. In the D+A strategy, the order is reversed: the D-reducibility test
is first applied to f, producing y4 and f,, and the autosymmetry test is then applied to fy, producing the
reduction equations and the restricted function f,;. Therefore, in both strategies, the preprocessing phase
requires polynomial time and polynomial space with respect to the adopted input representation and the number
of variables.

After the regularity tests, the reduced functions fi 4 or fa; are passed to the XAG-based synthesis and quantum
compilation backend (e.g., [45]). This optimization step is heuristic and implementation-dependent; therefore, we
do not claim worst-case optimality for the produced XAGs. However, once an XAG representation is computed,

ACM J. Emerg. Technol. Comput. Syst.



20 « Anna Bernasconi, Valentina Ciriani, Gianmarco Cuciniello, Nicolas Manini, and Asma Taheri Monfared

the generation of the corresponding reversible circuit is linear in the number of XAG nodes, with one local circuit
block for each XOR or AND node.

4 Experimental results

In this section, we assess the effectiveness of the proposed methods for quantum synthesis of autosymmetric
and dimension reducible functions. We present the computational results obtained by constructing decomposed
expressions for Boolean functions and comparing them to their standard quantum synthesis counterparts, which
do not exploit these structural regularities. This experiment aims to measure the extent to which our strategies can
be exploited to implement more compact circuits. In the following, the term standard quantum synthesis denotes
the direct synthesis of the original single-output Boolean function f, without applying either autosymmetry or
D-reducibility as a preprocessing decomposition step. More precisely, the baseline is obtained by applying the
XAG-based quantum compilation flow directly to f. We compare this baseline with two preprocessing-based
flows. In the A+D flow, we first apply the autosymmetry test to f, then the D-reducibility test to the restriction
fr> and finally apply XAG-based quantum compilation to the projected function fi 4. In the D+A flow, we first
apply the D-reducibility test to f, then the autosymmetry test to the projection’ f4; and finally apply XAG-based
quantum compilation to the restricted function fj;. In all cases, the same XAG-based quantum compilation
backend is used; the only difference among the three flows is whether and how the structural preprocessing is
applied before compilation.

All experiments were conducted on an Intel i7-8550U CPU running at 1.80GHz with 16GB of RAM. We used
classical benchmarks in PLA format, specifically from the Espresso and LGSynth’89 benchmark suites [47]. It
should be noted that autosymmetry and D-reducibility are properties of single outputs, which means that different
outputs from the same benchmark can have different autosymmetry degrees and D-reducibility properties. As a
result, each output is considered as a separate Boolean function for analysis, leading to the examination of 218
autosymmetric and D-reducible functions. The given functions; along with their restrictions or projections, were
decomposed using the structural strategies depicted in Figures 6 and 8, with ESPRESSO [11] employed in heuristic
mode for SOP synthesis, and then they were synthesized by applying the XAG-based quantum compilation
heuristic proposed in [45].

Our primary focus was to experimentally determine whether advanced quantum compilation methods could
benefit from the decomposition based on D-reducibility and autosymmetry or if they are capable of deriving
compact quantum circuits, even without exploiting these structural regularities.

To evaluate the quantum circuits obtained after Clifford+T compilation from the proposed decomposition
strategies and compare them with those obtained without decomposition, we measured the cost in terms of
elementary quantum T-gates and CNOT gates. Specifically, we map each MPMC Toffoli gate into elementary
quantum gates based on the Clifford+T library and the algorithm described in [26]. Since the T-gate is recognized
as the most expensive gate in the library, the cost of a Toffoli gate is typically expressed in terms of the number
of T-gates required for its implementation. Therefore, in this experimental evaluation, we consider the number of
T-gates in the circuits obtained by applying the XAG-based quantum compilation heuristic with and without
exploiting the decomposition based on the D-reducibility-autosymmetry and autosymmetry-D-reducibility
strategies. In addition, we also report the CNOT-count, since CNOT gates typically dominate the two-qubit gate
cost and can significantly impact circuit depth and fidelity on realistic hardware [2, 25]. Hence, for each benchmark
we provide both T-count and CNOT-count for the baseline compilation flow and for the two decomposition
orders.

As already mentioned, a notable result highlighted in [26] indicates that the number of T-gates in a quantum
circuit for a Boolean function fcan be expressed as a function of the number of AND gates in its XAG represen-
tation. Moreover, the CNOT-count is influenced by the number of XOR operations and by the (un)computation
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Table 1. Representative comparison between standard synthesis and the proposed strategies for autosymmetric and D-
reducible functions from the Espresso and LGSynth’89 benchmark sets.

Standard Synthesis With Decomposition T-Gain CNOT-Gain
Benchmark || T-count CNOT || T-count (A+D) | CNOT (A+D) | T-count (D+A) | CNOT (D+A) || A+D | D+A || A+D | D+A
bed.div3_2 12 40 12 3 8 3 0% | 33% 93% 93%
bench_3 32 8 12 12 12 12 63% | 63% -50% | -50%
bench_4 24 6 16 11 16 7 33% | 33% -83% | -17%
cps_0 172 96 160 74 160 74 7% 7% 23% | 23%
dk17_0 28 8 16 11 16 3 43% | 43% -38% | 63%
dk17_1 28 8 16 11 16 3 43% | 43% -38% | 63%
dk17_10 24 30 12 11 12 3 50% 50% 63% 90%
dk17_4 40 14 16 17 20 14 60% 50% -21% 0%
dk27_2 20 8 12 16 12 4 40% | 40% || -100% 50%
dk48_4 52 8 20 38 8 5 62% | 85% || -375% | 38%
exam_7 60 12 24 13 24 17 60% | 60% -8% | -42%
exp_11 60 36 24 25 20 10 60% | 67% 31% | 72%
exps_18 36 6 52 3 28 3 || -44% 22% 50% 50%
exps_19 48 6 52 6 28 6 -8% | 42% 0% 0%
exps_31 28 30 36 5 20 41| -29% | 29% 83% 87%
p1_10 48 34 20 28 16 21 58% | 67% 18% | 38%
pl_11 44 46 16 12 16 9 64% | 64% 74% | 80%
rd84_1 12 48 4 7 4 7 67% | 67% 85% | 85%
t1_19 20 8 20 3 12 3 0% | 40% 63% 63%
xor5_0 12 6 4 4 4 4 67% | 67% 33% 33%

overhead introduced by the mapping, making it a complementary indicator to assess the impact of the proposed
decompositions on the overall gate complexity.

Table 1 reports a significant subset of benchmarks as representative indicators of our experiments. The first
column reports the name and number of the considered autosymmetric and D-reducible output of each benchmark.
The second column reports the costs, in terms of T-count and CNOT-count, of the quantum circuits obtained
after Clifford+T compilation of the XAG expressions of the benchmarks without exploiting structural regularities.
The following columns report the costs, in terms of T-count and CNOT-count, of the quantum circuits obtained
after Clifford+T compilation of the decomposed implementation produced by the autosymmetry-D-reducibility
strategy, as explained in Section 3.1. The next columns report the corresponding costs for the quantum circuits
obtained from the D-reducibility-autosymmetry strategy, as described in Section 3.2. The last two groups of two
columns report the T-gain and CNOT-gain of the compiled quantum circuits obtained from the autosymmetry-
D-reducibility and D-reducibility-autosymmetry strategies, respectively. SOP minimization of the benchmarks
and their projections onto the associated affine spaces is performed using the Espresso heuristic [11]. Due
to the heuristic nature of this SOP minimizer, the synthesis times for the functions and their projections are
similar and very short, leading to negligible gains in synthesis time. As shown in Table 1, some benchmarks
experience significant advantages from the decomposed implementations in terms of T-count and CNOT-count
compared to standard synthesis. For instance, for the benchmarks exp_11 and rd84_1, we significantly reduce the
number of T-gates when utilizing D-reducibility-autosymmetry and autosymmetry-D-reducibility decomposition,
respectively. Specifically, exp_11 shows a 67% reduction in T-gates and 72% in CNOTs, while rd84 1 shows a 67%
reduction in T-gates and 85% in CNOTs. However, in some cases, standard synthesis results in circuits with fewer
T-gates or CNOTs compared to synthesis that exploits structural regularities, as seen, for example, in the bench_3
or exps_18 benchmarks. This is due to the heuristic nature of the proposed method.

To provide a complete view of the experimental results, we also report the number of improved, unchanged,
and worsened instances over the full set of 218 autosymmetric and D-reducible functions. For T-count, the
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A+D strategy improves 69 instances, leaves 21 unchanged, and worsens 128, while the D+A strategy improves
90 instances, leaves 30 unchanged, and worsens 98. For CNOT-count, A+D improves 69 instances, leaves 75
unchanged, and worsens 74, while D+A improves 78 instances, leaves 79 unchanged, and worsens 61.

Table 2 reports aggregate statistics restricted to the non-negative-gain instances, i.e., the cases in which the
decomposed circuit has a cost lower than or equal to that of the standard synthesis flow. The choice between
the decomposed implementations and the standard one is made with respect to the selected cost metric. In a
fault-tolerant setting, this metric is typically the T-count, whereas in near-term or hardware-constrained settings,
the CNOT-count may be more relevant. For each benchmark output, we synthesize the standard, A+D, and D+A
implementations and retain the one with the lowest value of the preselected metric. This metric-dependent
behavior is already visible in Table 1. For instance, for bench_3, both decomposition orders reduce the T-count
by 63%, but increase the CNOT-count by 50%. Conversely, for exps_18 with the A+D order, the CNOT-count
improves by 50%, while the T-count worsens by 44%. Percentage-based statistics and non-negative gain counts
are computed only for instances with a non-zero baseline cost. Since unchanged instances are included in the
non-negative-gain subset, the worst non-negative gain is always 0%; therefore, the table reports only the best
case and does not include a separate worst-case column.

Table 2. Aggregate statistics over the non-negative-gain instances from the Espresso‘and LGSynth’89 benchmark sets.

Non-negative Mean Median Aggregate

Metric Strategy ¢ " ° Best case
cases gain gain gain
Tcount A+D %0  31%  23% 27% Fd73_1
837
T-count D+A 120 29% 22% 27% dkg:i“‘
CNOT ~ A+D 76 49% | 50% aag,  Pod 2
CNOT D+A 87  54% 53% 549, risc_4

100%

On this subset, the aggregate T-count reductions are 27% for A+D and 27% for D+A. For CNOT-count, the
corresponding aggregate reductions are 44% for A+D and 54% for D+A. Thus, the reductions reported in the
introduction and in the discussion of Table 1 refer to this cost-driven non-negative-gain setting, while the full-set
behavior is summarized by the improved, unchanged, and worsened counts reported above.

It should be mentioned that running times are significantly influenced by the XAG heuristic [45], which
generally varies according to the dimension of the input function. Consequently, when both testing procedures
are performed, the overall running times are often reduced, as the input function for the XAG heuristic tends to
be smaller. In other words, the time saved in constructing the XAG outweighs the time needed to test the two
regularities. Furthermore, for completely specified functions, where the results of A+D and D+A are the same,
the D+A strategy is more convenient due to its superior running times [3].

Overall, on the Espresso and LGSynth’89 benchmark set, we can conclude that the compiled quantum circuits
obtained from the decomposition scheme with D-reducibility first, followed by autosymmetry, tend to outperform
those obtained from the scheme where autosymmetry is applied before D-reducibility, under the considered
T-count and CNOT-count metrics.

To further evaluate the effect of the proposed decompositions, we also considered the EPFL benchmark set [1].
This experiment includes 395 single-output functions. For each function, we compare the standard synthesis flow
with the two decomposition orders, namely autosymmetry followed by D-reducibility (A+D) and D-reducibility
followed by autosymmetry (D+A).

Table 3 reports a representative subset of the EPFL results. The table includes cases with large improvements,
cases where both T-count and CNOT-count improve, and cases where the decomposition reduces the T-count
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Table 3. Representative comparison between standard synthesis and the proposed strategies for autosymmetric and D-
reducible functions from the EPFL benchmark set.

Standard Synthesis With Decomposition T-Gain CNOT-Gain
Benchmark T-count CNOT || T-count (A+D) | CNOT (A+D) | T-count (D+A) | CNOT (D+A) || A+D | D+A A+D D+A
max_pol27 6100 5728 12 0 12 0 99% 99% 100% 100%
div_po17 31760 12712 26556 193472 26556 193472 16% | 16% || -1422% | -1422%
div_po20 28212 11120 23356 158256 23360 158256 17% | 17% || -1323% | -1323%
div_po28 19480 7384 15772 85304 15772 85304 19% 19% || -1055% | -1055%
div_po37 11616 4096 9028 35172 9032 35172 22% | 22% -759% | -759%
div_po59 1208 182 696 206 700 206 42% | 42% -13% -13%
ctrl_po0 32 18 16 34 16 34 50% | 50% -89% -89%
ctrl_po2 12 58 20 4 20 4 || -67% | -67% 93% 93%
ctrl_poll 20 20 16 0 16 0 20% 20% 100% 100%
ctrl_po20 52 18 20 40 20 40 62% | 62% -122% | -122%
cavlc_po4 40 4 24 8 24 8 40% | 40% -100% | -100%
i2c_pol7 132 8 112 0 112 0 15% 15% 100% 100%
i2c_po35 128 8 108 8 108 8 16% | 16% 0% 0%
i2c_po44 88 96 112 60 112 60 || -27% | -27% 38% 38%
mem_ctrl_po238 2712 2572 1508 1004 1720 1680 44% 37% 61% 35%
mem_ctrl_po256 388 6 264 4 280 0 32% | 28% 33% 100%
mem_ctrl_po254 420 8 400 54 400 54 5% 5% -575% | -575%
mem_ctrl_po271 1248 142 1004 70 1012 62 20% 19% 51% 56%
mem_ctrl_po724 500 250 352 200 472 164 30% 6% 20% 34%
mem_ctrl_po201 1868 240 1488 140 1496 132 20% 20% 42% 45%

but increases the CNOT-count. This trade-off is particularly visible on some outputs of the div benchmark. For
example, for div_po17, both decomposition orders reduce the T-count by 16%, but increase the CNOT-count by
1422%. Conversely, for ctrl_po2, the CNOT-count improves by 93%, while the T-count worsens by 67%.

Table 4 reports aggregate statistics restricted to the non-negative-gain EPFL instances. Over the full set of
395 EPFL functions, for T-count, the A+D strategy improves 138 instances, leaves 208 unchanged, and worsens
49, while the D+A strategy improves 136 instances, leaves 209 unchanged, and worsens 50. For CNOT-count,
A+D improves 90 instances, leaves 214 unchanged, and worsens 91, while D+A improves 89 instances, leaves 217
unchanged, and worsens 89.

As for the Espresso and LGSynth’89 benchmark sets, the aggregate statistics are computed on the non-negative-
gain instances using the same metric-specific criterion. Thus, the filtering is applied independently for T-count
and CNOT-count, and the decomposed implementation is retained only when it improves, or at least does not
worsen, the selected metric after compilation. Percentage-based statistics and non-negative-gain counts are
computed only for instances with non-zero baseline cost. Since unchanged instances are included in this subset,
the worst non-negative gain'is always 0%; therefore, the table reports only the best case and omits a separate
worst-case column.

On the non-negative-gain EPFL instances, the aggregate T-count reductions are 21% for both strategies. For
CNOT-count, the corresponding aggregate reductions are 59% for A+D and 55% for D+A. These results confirm
that the proposed decompositions can be effective as cost-driven preprocessing transformations, provided that
the decomposed implementation is retained only when it improves, or at least does not worsen, the selected cost
metric after compilation.

5 Conclusion

In this paper, we have considered the class of D-reducible and autosymmetric functions and have shown how
these regularities can be exploited to implement compact reversible circuits following both decomposition orders.
At the reversible-circuit level, the proposed constructions do not require additional input lines and use three
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Table 4. Aggregate statistics over the non-negative-gain instances from the EPFL benchmark set.

Non-negative Mean Median Aggregate

Metric Strategy ‘ ; © Best case
cases galn galn galn
T-count A+D 346 9% 0% 21% max;§;1 27
T-count D+A 345 8% 0% 21% max;g;1 27
CNOT ~ A+D 84 18% 0% son Mol
127
CNOT D+A 24 19% 0% 55 Max_po

100%

additional output lines: one for the target function and two for the intermediate decomposition results. Moreover,
the variable-restoration part is implemented with CNOT gates only and therefore does not contribute any T gates
after Clifford+T compilation.

Experimental results, conducted by compiling XAG representations of the decomposed expressions into
Clifford+T quantum circuits, have validated the proposed approach. They show that, under the considered cost
metrics, the compiled quantum circuits obtained from the D-reducibility—autosymmetry decomposition tend to
outperform those obtained from the autosymmetry-D-reducibility decomposition. Future work can consider
new regularities to improve quantum compilation. Moreover, we plan to investigate the potential of alternative
decomposition techniques to derive more compact quantum circuits:

Another promising direction is the use of the proposed decompositions as local resynthesis transformations for
larger logic networks. In this setting, a cut induces a local single-output Boolean function whose inputs are the
cut leaves and whose output is the root of the selected cone. The A+D and D+A strategies could then be applied
locally to such cut functions, replacing the original cone whenever the decomposed implementation improves
the selected quantum cost metric after reversible synthesis and Clifford+T compilation. This perspective is also
compatible with AIG-based flows, where each local cut naturally induces a bounded-support Boolean function.
Therefore, autosymmetry and D-reducibility could be tested locally on the function represented by the cut before
applying the A+D or D+A decomposition. A complete integration of this idea into a cut-based optimization flow,
including cut selection and cost-driven replacement, is left as future work.

The synthesis method presented in this paper is formulated and experimentally evaluated for single-output
Boolean functions. A first way to use the proposed approach in a multi-output setting is as a local or cut-based
resynthesis engine. In this scenario, a large multi-output network can be decomposed into single-output cones or
cuts. Autosymmetry and D-reducibility can then be tested locally on these cuts, and the proposed construction
can be applied only to those portions of the circuit that exhibit the required regularities. The optimized cuts can
then be reinserted into the original network, allowing the method to exploit local regularities while preserving
part of the sharing structure of the surrounding multi-output circuit. A more general extension would require
defining autosymmetry and D-reducibility directly for multi-output Boolean functions. For autosymmetry, one
possible direction is to consider a common autosymmetry space shared by all outputs. For D-reducibility, one
should similarly study how the affine spaces associated with different outputs can be combined into a common
reduction. However, such global regularities may be weaker than the regularities observed on individual outputs,
and additional care is needed to preserve logic sharing during synthesis. We therefore leave the full multi-output
formulation and its integration with shared AIG/XAG-based synthesis as future work.
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